
Asynchronous Multimodal View Synthesis with Probabilistic Temporal
Encoding
ZIHAO ZOU, University of North Carolina, Chapel Hill, USA
JIAMING LIU, Stanford University, USA
HENGYU LIAN, University of North Carolina, Chapel Hill, USA
NAGASAI THADISHETTY, University of North Carolina, Chapel Hill, USA
PRANEETH CHAKRAVARTHULA, University of North Carolina, Chapel Hill, USA

High FPS Captures Feed-forward
Rendering

Multimodal
Multi-view
Setup

Low FPS RGB

High FPS Event

Low FPS Captures

Asynchronous
Sensor Fusion

VideoDiT

Temporal Alignment

Novel
View 𝑡! 𝑡" 𝑡#

Pr
ob
R
oP

E

Fig. 1. Feed-forward Asynchronous Multimodal Sensor Fusion. We introduce a feed-forward video diffusion transformer, D-FUSE, that performs asynchronous,
multimodal view synthesis of dynamic scenes. The core of our approach is a probabilistic temporal encoding ProbRoPE that addresses the temporal misalignment
between asynchronous sensor streams to generate temporally coherent high-speed videos. Here, we demonstrate a feed-forward high-speed reconstruction of
a hummingbird hawk moth from fusing irregular captures from a low-frame-rate RGB camera and a high-frame-rate event camera.

Multiview capture and rendering of dynamic scenes and fast phenomena
typically rely on tightly synchronized high-speed camera arrays, making
such systems expensive and difficult to scale. Multimodal sensing offers a
practical low-cost alternative by combining complementary signals, such
as RGB cameras for appearance and event cameras for temporal resolu-
tion. However, these sensors are often spatially separated and operate at
different sampling rates, producing asynchronous and heterogeneous ob-
servations that are difficult to align across viewpoints. Existing approaches
either support asynchronous multimodal fusion through costly per-scene op-
timization, or enable feed-forward generalization but only for synchronized
single-modality inputs or static scenes.

In this work, we show that both asynchronous multimodal fusion and
feed-forward novel view synthesis can be achieved in a single framework.
We present D-FUSE, a feed-forward diffusion transformer for spatiotemporal
interpolation and novel view synthesis from spatially separate asynchronous
multimodal observations. Central to our approach is ProbRoPE, a proba-
bilistic extension of rotary position embedding (RoPE) that represents each
observation as a probability distribution over its capture interval, enabling
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alignment across viewpoints and sampling rates. Our method operates di-
rectly on irregular asynchronous inputs and produces temporally consistent
novel views under fast motion and sparse viewpoints, significantly outper-
forming existing approaches.
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1 Introduction
Capturing and rendering high-speed dynamic scenes from multiple
viewpoints is a fundamental task across many domains, including
telepresence in remote communication, virtual production in film,
and behavioral analysis in biological imaging. Conventional solu-
tions rely on an array of high-speed cameras, but the recorded data
grows as a product of frame rate, viewpoint count, and duration,
limiting recordings to only a few seconds and making such arrays
difficult to scale. A more practical choice is multimodal sensing,
where heterogeneous sensors with complementary abilities jointly
capture a dynamic scene. For example, RGB cameras capture rich
color and appearance, and event cameras [Gallego et al. 2020] deliver
microsecond temporal resolution with low bandwidth requirements.
Combining them provides rich measurements in both space and
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time. However, when deployed together, these sensors are typically
spatially separated and operate at different frame rates: RGB cameras
capture at tens of frames per second, while event cameras produce
streams of events at microsecond resolution. Faithfully aligning
such asynchronous and heterogeneous measurements across space
and time remains a key challenge.

A common approach to this problem is per-scene optimization.
Methods [Feng et al. 2025; Ma et al. 2023; Rudnev et al. 2025; Zou et al.
2025] based on neural radiance fields [Mildenhall et al. 2021] or 3D
Gaussian splatting [Kerbl et al. 2023] fuse asynchronous multimodal
data by iteratively optimizing a scene representation separately
for each scene. Although they achieve impressive visual quality,
these methods require lengthy per-scene training, depend on dense,
carefully aligned multi-view input, and are unable to generalize to
unseen regions. As a result, they cannot generalize across scenes
and are unable to handle sparse views.

An alternative line of work avoids per-scene optimization through
feed-forward novel view synthesis (NVS), where a single model is
trained on diverse data to generalize across scenes. By leveraging
learned priors over scene appearance and geometry, these methods
can directly predict the scene representation [Lin et al. 2026] or
novel views [Van Hoorick et al. 2024; Yu et al. 2025]. However, they
are typically restricted to either a single modality (e.g., RGB) or
static scenes. Overall, no existing approach addresses feed-forward
NVS of dynamic scenes from asynchronous multimodal multi-view
sensors.

In this work, we fill this gap with a video diffusion transformer
(VideoDiT) [Peebles and Xie 2023]. Extending VideoDiT to our
setting faces challenges in temporal aliasing in positional encoding.
VideoDiT compresses each input video stream into spatiotemporal
patches, and assigns each patch a positional code [Su et al. 2024] to
represent its index in the frame sequence. This approach, however,
ignores the physical frame rate and the temporal extent of each
patch, leading to temporal aliasing when streams with different
frame rates are fused together. This aliasing results in ghosting and
unrealistic motion in the synthesized views. To address this issue,
we introduce ProbRoPE, which represents the temporal position
as a distribution over time rather than a deterministic point. It
faithfully encodes the physical frame rate and the temporal extent
of each patch, allowing accurate fusion across frame rates. With this
encoding, we present D-FUSE, which faithfully fuses asynchronous
multimodal multi-view data for novel view synthesis in a fully feed-
forward manner.

We conduct extensive experiments to show that ProbRoPE effec-
tively addresses the temporal aliasing problem, enabling faithful
motion and geometry reconstruction. We demonstrate that D-FUSE
beats both existing per-scene methods and feed-forward approaches
in terms of visual and perceptual quality on synthetic data. We fur-
ther validate D-FUSE on real-world data captured by a multimodal
system consisting of an RGB and an event camera, showing promis-
ing potential for various applications such as biological imaging.

Project materials and code are available here.

2 Background and Related Work

2.1 Novel View Synthesis of Dynamic Scenes
Conventional approaches for dynamic NVS typically rely on dense,
tightly synchronized high-speed camera arrays [Broxton et al. 2020;
Joo et al. 2015; Lombardi et al. 2019; Wilburn et al. 2005]. However,
these systems are expensive and difficult to deploy. Multimodal
sensor fusion, e.g. combining standard RGB with high-speed event
cameras [Gallego et al. 2020], has emerged as a promising alterna-
tive. Existing multimodal methods either rely on lengthy per-scene
optimization (failing to generalize across scenes), or are feed-forward
methods that remain confined to single-modality or strictly synchro-
nized inputs.

2.2 Per-scene Optimization for Dynamic NVS
Per-scene optimization fits a scene-specific representation, primarily
Neural Radiance Fields (NeRF) [Mildenhall et al. 2021] or 3D Gauss-
ian Splatting (3DGS) [Kerbl et al. 2023], from scratch. Barron et al.
[2021] and Yu et al. [2024] extended these to include anti-aliasing
techniques. Later works further extended these methods to dynamic
scenarios via time-conditioned implicit fields [Du et al. 2021; Gao
et al. 2021; Li et al. 2022, 2021; Park et al. 2021a,b; Pumarola et al.
2021; Xian et al. 2021] or explicit spatiotemporal decompositions
[Cao and Johnson 2023; Fang et al. 2022; Fridovich-Keil et al. 2023;
Liu et al. 2022a; Shao et al. 2023; Song et al. 2023]. More recently, dy-
namic extensions of 3DGS [Bae et al. 2024; Duan et al. 2024; Huang
et al. 2024; Li et al. 2024; Lin et al. 2024; Luiten et al. 2024; Wang
et al. 2025; Wu et al. 2024; Yang et al. 2024, 2023; Zhang et al. 2025]
have further evolved these techniques, enabling real-time rendering
with competitive reconstruction performance.

Based on these dynamic NeRF/3DGS frameworks, a line of re-
search has explored integrating additional sensors to provide stronger
spatial or temporal supervision. Attal et al. [2021]; Qingming et al.
[2025] leverage depth sensors to provide direct geometric super-
vision. Malik et al. [2023]; Mu et al. [2024] utilize Single-Photon
Avalanche Diodes (SPADs) to capture time-resolved transient his-
tograms, enabling 3D reconstruction even under extreme sparsity.
Cannici and Scaramuzza [2024]; Klenk et al. [2023]; Rudnev et al.
[2025]; Zou et al. [2025] integrate event cameras to capture high-
speed dynamics without motion blur.

Despite achieving impressive visual quality, these per-scene op-
timization methods require exhaustive optimization, often taking
hours to days [Rudnev et al. 2025; Zou et al. 2025] for every new
scene, and fail to generalize to unseen regions, making them im-
practical for real-world applications.

2.3 Feed-forward Methods for Generalizable NVS
An alternative paradigm explores feed-forward and generalizable
architectures. By leveraging strong geometry and appearance priors
learned from large-scale datasets, these models can directly infer
3D representations and synthesize novel views from sparse inputs
in a feed-forward manner, entirely bypassing lengthy optimization.

Regression-based works achieve this by directly outputting the
novel views [Jin et al. 2024] or intermediate representations [Charatan
et al. 2024; Chen et al. 2024; Jiang et al. 2025; Szymanowicz et al.
2024; Wang et al. 2021; Yu et al. 2021] from input images. Recent
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Fig. 2. Overview of D-FUSE. D-FUSE is a video diffusion model for asynchronous, multimodal view synthesis of dynamic scenes. It takes as input a set of
asynchronous, multi-sensor video streams (e.g., RGB and events), and outputs a novel-view video at a user-specified viewpoint. At its core, D-FUSE leverages
AsyncAttention, an attention operation that fuses asynchronous, multimodal inputs and conditions the video diffusion process.

works push this paradigm into the dynamic domain by predicting
either dynamic radiance fields [Miao et al. 2024; Tian et al. 2023]
or 4D Gaussian representations [Liang et al. 2024; Ren et al. 2024].
However, these methods cannot generalize to occluded content,
resulting in degraded visual quality.

To overcome this limitation, an expanding paradigm leverages
generative priors, exploiting pre-trained generative models to syn-
thesize coherent novel views even at unobserved viewpoints. Gao
et al. [2024]; Wu et al. [2025b] leverage diffusion models to synthe-
size novel views of static scenes. Lu et al. [2025] further extend this
strategy to fuse depth data. Moreover, Bai et al. [2025]; Park et al.
[2025]; Van Hoorick et al. [2024]; Xie et al. [2026]; Yu et al. [2025]
finetune a pre-trained video diffusion model for dynamic NVS, and
achieve impressive visual quality. However, these methods are al-
most exclusively tailored for homogeneous, tightly synchronized
RGB inputs, and their ability to process fast or complex motion
is fundamentally bottlenecked by the low frame rate of standard
cameras.

3 Approach
We begin by describing the architecture of video diffusion transform-
ers, sensor fusion, and the standard positional encoding scheme in
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Fig. 3. Latent Compression (Top) and Diffusion Process (Bottom)

Section 3.1, and expose their limitations in handling asynchronous
streams. We then introduce D-FUSE in Section 3.2, where asynchro-
nous inputs are fused within the attention layers of a video diffusion
transformer. This is possible due to ProbRoPE, our novel temporal
encoding that represents each observation as a distribution over its
temporal span, enabling asynchronous cross-modal fusion.

3.1 Preliminaries
Video diffusion transformers (VideoDiT). A VideoDiT [Peebles and

Xie 2023] consists of a 3D variational autoencoder (3DVAE) [Kingma
and Welling 2014] and a transformer-based denoiser that operates
in the VAE latent space [Rombach et al. 2022]. As illustrated in
Fig. 3 (Top), given an input video I, the 3D VAE encoder compresses
it into a latent grid Z. Each latent vector in this grid, called a token
x, represents pixels over a spatiotemporal patch. As illustrated in
Fig. 3 (Bottom), the diffusion process is an ODE over 𝜏 ∈ [0, 1] that
transports Gaussian noiseZ1 ∼ 𝒩(0, I) to a data sampleZ0, with the
velocity field evaluated by the transformer denoiser v𝜙(Z𝜏 , 𝜏 ) at step
𝜏 [Lipman et al. 2022; Liu et al. 2022b]. The core of the transformer
is the attention operation. Given a flattened token sequence {x𝑖}𝑁𝑖=1,
we project them into query vectors {q𝑖}𝑁𝑖=1, key vectors {k𝑗 }𝑁𝑗=1, and
value vectors {v𝑗 }𝑁𝑗=1 via learned projection matrices. The output
o𝑖 at token 𝑖 is then computed as a weighted sum of value vectors,
with weights given by the softmax-normalized attention scores 𝑠𝑖𝑗
between queries and keys:

o𝑖 = ∑
𝑗
softmax𝑗(𝑠𝑖𝑗) v𝑗 , 𝑠𝑖𝑗 =

q⊤𝑖 k𝑗

√𝑑𝑘
, (1)

where 𝑑𝑘 is the key dimension. This operation fuses and exchanges
information across all tokens in the sequence, allowing global mod-
eling of the spatiotemporal structure of the input video stream.

Rotary Position Embedding (RoPE). However, since we flatten the
tokens into a sequence, the attention operation is blind to the spa-
tiotemporal position of x𝑖 in the grid Z. RoPE [Su et al. 2024] injects
positional information by rotating queries and keys. We divide each
query/key vector q𝑖,k𝑗 ∈ ℝ𝑑𝑘 into 𝑑𝑘/2 two-dimensional subspaces,
indexed by 𝑙 = 1,… , 𝑑𝑘/2. In the 𝑙-th subspace, RoPE rotates the 2D
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Fig. 4. Comparison of Different RoPE Embeddings.We compare how the temporal information is encoded in the original RoPE [Su et al. 2024], RoPE with
physical timestamps, and our proposed ProbRoPE. The original RoPE encodes the frame index, ignoring the physical frame rates of multimodal tokens. RoPE
with physical timestamps encodes the timestamp, but fails to model the physical time span of each token. In contrast, our ProbRoPE encodes the expected
timestamp over the time span of each token, effectively modeling the asynchrony of multimodal inputs.
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Fig. 5. AsyncAttention. The multiview and multimodal information is input
to the AsyncAttention as a single token sequence (colored by source cam-
era). The camera poses are encoded by a zero-initialized convolution and
are added to the token features before the projections 𝑊 (stacked blocks
denoting per-modality parameters). ProbRoPE replaces the standard RoPE
before the softmax attention, aligning streams running at different rates.

query 𝑞𝑖,𝑙 and key 𝑘𝑗,𝑙 by position-dependent angles 𝜃𝑙𝑝𝑖 and 𝜃𝑙𝑝𝑗 ,
where 𝑝𝑖 ∈ ℤ≥0 is the x𝑖 position in Z and 𝜃𝑙 = 10000−2(𝑙−1)/𝑑𝑘 is a
fixed frequency. Treating each 2D subspace as a complex number
𝑞𝑖,𝑙 , 𝑘𝑗,𝑙 ∈ ℂ, the rotation can be written in Euler form as

𝑞̃𝑖,𝑙 = 𝑞𝑖,𝑙 𝑒i𝜃𝑙𝑝𝑖 , 𝑘̃𝑗,𝑙 = 𝑘𝑗,𝑙 𝑒
i𝜃𝑙𝑝𝑗 , 𝑙 ∈ {1,… , 𝑑𝑘/2}. (2)

Substituting the rotated queries and keys into Eq. (1) gives a per-
channel contribution 𝑠𝑖𝑗,𝑙 and the full attention score 𝑠𝑖𝑗 :

𝑠𝑖𝑗,𝑙 = Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 𝑒
i𝜃𝑙(𝑝𝑖−𝑝𝑗)] , 𝑠𝑖𝑗 =

1

√𝑑𝑘
∑
𝑙
𝑠𝑖𝑗,𝑙 , (3)

where Re[⋅] is the real part. A natural interpretation of RoPE is that
the relative position 𝑝𝑖 − 𝑝𝑗 is encoded as a spectrum of frequencies
{𝜃𝑙 }: higher 𝜃𝑙 respond sensitively to close-by tokens, while lower
𝜃𝑙 respond to distant tokens. Replacing 𝑝𝑖 with a spatiotemporal
index, e.g., the frame index along the temporal axis, enables RoPE
to encode spatiotemporal positions. However, this treats time as a
uniform integer grid. When sensors run at different rates, tokens
represent different temporal extents, but are assigned frame indices
with the same stride.

3.2 Asynchronous Sensor Fusion VideoDiT
As illustrated in Fig. 2, we introduce D-FUSE, a VideoDiT that takes
a set of asynchronous multi-view, multimodal streams as conditions
and synthesizes a high-speed novel-view RGB video. We build D-
FUSE on a pretrained video diffusion model. Besides the original
self-attention across denoising tokens and cross-attention between
denoising tokens and the text prompt, we add an extra attention
module, AsyncAttention, to generate video conditioned on asyn-
chronous multi-view, multimodal streams.

As illustrated in Fig. 5, AsyncAttention modifies the standard
multi-head self-attention in three ways. First, following Bai et al.
[2025]; Gao et al. [2024], we inject the camera parameters of each
token by encoding themwith a zero-initialized convolution (Camera
Encoder in the figure) and adding the result to the token features
before the projections. This allows the attention to be aware of the
camera poses and align features across views. Second, we instantiate
modality-specific parameters [Esser et al. 2024] for the query, key,
and value projections. During the forward pass, each token is routed
through modality-specific transformations𝑊 , illustrated as stacked
blocks in Fig. 5. Employing modality-specific parameters avoids
suboptimal representation of multimodal sensor streams while still
allowing cross-modal fusion via the attention. Third, we replace the
standard RoPE with ProbRoPE to faithfully fuse asynchronous multi-
view streams running at different frame rates, which we develop in
the remainder of this section.

While existing methods can handle synchronous multi-modal
multi-view inputs, they do not address the temporal aliasing across
asynchronous streams. Sensor modalities operate at very different
native rates: an RGB camera captures at tens of frames per second,
while an event sensor produces measurements at an effective rate
of kilohertz. For instance, consider the example in Fig. 4. A low-rate
stream (blue) produces three wide tokens over the same physical
time interval that a high-rate stream (green) covers with five narrow
ones; each token’s width depicts its frame-rate-dependent span Δ𝑡𝑖.

Conventional positional encoding fails on this setup in two dis-
tinct ways. Standard RoPE (Fig. 4 left) assigns each token a position
equal to its frame index, ignoring both the time 𝑡𝑖 at which the token
was captured and its time span Δ𝑡𝑖. As a result, two tokens corre-
sponding to different physical times receive the same positional
code. Under Eq. (3), the early high-rate tokens then attend blindly
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to the low-rate tokens, while the later high-rate tokens, having
no index-matched counterpart, barely participate in cross-stream
attention. A natural fix is to replace the index with the physical
timestamp 𝑡𝑖, placing all tokens on a shared timeline [HaCohen et al.
2024; Wu et al. 2025a]. This aligns tokens across streams in time.
However, as shown in Fig. 4 middle, the second blue token receives
the same code as the third green token. Under Eq. (3), they attend
strongly to each other and fuse information that lies outside their
respective time spans. Both failures are caused by the fact that the
time of a token is treated as a point rather than an interval the token
spans. Therefore, a faithful temporal encoding should reflect not
only when a token was captured, but also how long it covers.

We introduce ProbRoPE (Fig. 4 right), a probabilistic temporal
encoding which replaces the deterministic temporal position 𝑝 in
Eq. (3) with a random number ̃𝑡𝑖 ∼ 𝑃𝑖, where 𝑃𝑖 is the probability
distribution supported on the token’s time span [𝑡𝑖−Δ𝑡𝑖/2, 𝑡𝑖+Δ𝑡𝑖/2].
Under this formulation, Eq. (3) also becomes a random variable.
Since each token represents its entire span, the appropriate score
between two region-valued tokens is the expectation of Eq. (3). For
each channel 𝑙 , we define the per-channel score expectation as:

𝔼[𝑠𝑖𝑗,𝑙 ]
def= 𝔼 ̃𝑡𝑖, ̃𝑡𝑗 [Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 𝑒

i𝜃𝑙( ̃𝑡𝑖− ̃𝑡𝑗)]]

= Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 ⋅ 𝔼 ̃𝑡𝑖, ̃𝑡𝑗 [𝑒
i𝜃𝑙 ̃𝑡𝑖 ⋅ 𝑒−i𝜃𝑙 ̃𝑡𝑗]]

= Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 ⋅ 𝔼𝑖[𝑒i𝜃𝑙
̃𝑡𝑖] ⋅ 𝔼𝑗[𝑒

i𝜃𝑙 ̃𝑡𝑗]] . (4)

We reparameterize each expectation around the token midpoint by
setting 𝑢 = ̃𝑡 − 𝑡 , which yields

𝔼[𝑒i𝜃𝑙 ̃𝑡 ] = ∫
Δ𝑡/2

−Δ𝑡/2
𝑒i𝜃𝑙(𝑡+𝑢) 𝑃(𝑡 + 𝑢) 𝑑𝑢

= 𝑒i𝜃𝑙 𝑡⏟
standard RoPE

⋅ ∫
Δ𝑡/2

−Δ𝑡/2
𝑒i𝜃𝑙𝑢 𝑃(𝑡 + 𝑢) 𝑑𝑢

⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟
𝜆𝑙 ∶ complex modulator

. (5)

The expectation factors into the standard RoPE 𝑒i𝜃𝑙 𝑡 , scaled by a
modulator 𝜆𝑙 . By Fourier scaling [Oppenheim et al. 1997], 𝜆𝑙 decays
with higher 𝜃𝑙 that exceed the token’s temporal sampling frequency
1/Δ𝑡 , acting as an anti-aliasing filter. While anti-aliasing filters
have been explored for 3D rendering [Barron et al. 2021; Yu et al.
2024], this is the first work to extend it to attention mechanism,
enabling robust alignment of asynchronous sensor streams. More
details can be found in the supplementary material.

After substituting Eq. (5) into Eq. (4) and writing the modulator
in polar form as 𝜆𝑖,𝑙 = |𝜆𝑖,𝑙 | 𝑒i𝜃𝑙𝜓𝑖,𝑙 , where |𝜆𝑖,𝑙 | is its magnitude and
𝜓𝑖,𝑙 is its phase, the per-channel score becomes

𝔼[𝑠𝑖𝑗,𝑙 ] = Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 ⋅ 𝑒i𝜃𝑙 𝑡𝑖𝜆𝑖,𝑙 ⋅ 𝑒
i𝜃𝑙 𝑡𝑗𝜆𝑗,𝑙]

= Re[𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 ⋅ |𝜆𝑖,𝑙 | |𝜆𝑗,𝑙 | ⋅ 𝑒
i𝜃𝑙(𝑡𝑖−𝑡𝑗+𝜓𝑖,𝑙−𝜓𝑗,𝑙)]

= |𝜆𝑖,𝑙 | |𝜆𝑗,𝑙 | |𝑞𝑖,𝑙 𝑘̄𝑗,𝑙 | cos((𝑡𝑖 − 𝑡𝑗 + 𝜓𝑖,𝑙 − 𝜓𝑗,𝑙)𝜃𝑙) . (6)

Themagnitudes |𝜆𝑖,𝑙 | and |𝜆𝑗,𝑙 | act as per-channel attention amplifiers,
while the phases 𝜓𝑖,𝑙 and 𝜓𝑗,𝑙 shift the effective relative position
between tokens. Therefore, the score calculation no longer blindly

relies on the token position, but considers the token’s temporal
span.

Different choices of 𝑃 yield different modulators. For example,
• Uniform→𝜆𝑙 = sinc(𝜃𝑙Δ𝑡/2) ∈ ℝ, where the score is scaled
by a sinc function that depends on Δ𝑡 .

• Gaussian → 𝜆𝑙 = 𝑒−𝜎
2
𝑖 𝜃2𝑙 /2 ∈ ℝ, with 𝜎𝑖 predicted from Δ𝑡𝑖

by an MLP. The score decays as a Gaussian in 𝜃𝑙 , giving a
smooth low-pass over the RoPE frequencies.

• Learned → complex modulator. We let 𝜆𝑙 be learned by
a small MLP conditioned on Δ𝑡 and x. This design allows
the distribution to be shaped flexibly by the data. Before
applying the modulation, we rotate the query and key to a
learned orthogonal basis [Fei et al. 2022; Li et al. 2025a]. We
empirically find that this improves the performance of the
learned modulator.

We ablate these design choices in Section 6, and provide details on
the derivation, implementation, and analysis of ProbRoPE in the
supplementary material.

We address the temporal aliasing of asynchronous videos in the
transformer, thus enabling asynchronousmultimodal view synthesis
with VideoDiT.

4 Implementation
For the modality, we select RGB images and event streams. RGB
provides dense spatial appearance but limited temporal resolution,
while event streams provide high temporal resolution at low band-
width but lack direct color information.This combination challenges
the model in cross-modal fusion and temporal asynchrony. For the
modulator, we use the Learned modulator, which we find to per-
form best in Section 6.

Training Data. Due to the lack of paired multi-view multimodal
video datasets, we assemble a large-scale collection of multi-view
RGB video datasets, including Bai et al. [2024], Shapovalov et al.
[2023], and Van Hoorick et al. [2024]. We synthesize the events from
the RGB videos using the V2E simulator [Hu et al. 2021]. We also in-
clude a large-scale static multi-view dataset Reizenstein et al. [2021],
treating it as single-modal single-frame video, to enrich the general-
ization to real-world scenarios. In total, we have 150,640 sequences
and 18,693,786 frames across 42,379 distinct scenes. Each sequence
is captioned with Qwen3.5-8B [Qwen Team 2026] to provide text
conditioning.

Training Details. We implement D-FUSEwith a pretrainedWan2.1-
T2V-1.3B [Wan et al. 2025] backbone and fine-tune the full AsyncAt-
tention block and the event’s modality-specific FFN while keeping
the others frozen. We initialize the weights to be identical to the
self-attention block. Training uses the standard rectified flow ob-
jective [Liu et al. 2022b], a batch size of 32, AdamW [Loshchilov
and Hutter 2017] with learning rate 1e-4. We train for 50k iterations
on 8× A100 GPUs over approximately 21 days. During training,
the target video is sampled at the full event rate, while the con-
ditioning RGB stream is randomly subsampled to a frame rate in
{1/2, 1/4, 1/8} of that rate, exposing the model to varying degrees
of temporal asynchrony. Additional implementation details can be
found in the supplementary material.
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Table 1. Quantitative evaluation on synthetic Kubric4D [Van Hoorick et al. 2024].We condition on RGB and event streams captured from distinct
viewpoints of the same scene. The event stream is kept at its native frame rate; RGB streams are temporally subsampled to 1/2, 1/4, and 1/8 of that rate,
probing performance under increasing temporal asynchrony between the two modalities. The output video is rendered at the full event rate, corresponding to
2×, 4×, and 8× RGB upsampling. Per-scene optimization baselines are fit to each scene and, due to their training cost, are evaluated on 16 scenes (Kubric4D-16)
with 3 RGB views and 1 event view. Feed-forward diffusion baselines are evaluated on the full 100-scene test set (Kubric4D-100) with 1 RGB view and 1 event
view; they receive an RGB stream first upsampled to the event rate via FILM [Reda et al. 2022].

2× Upsampling 4× Upsampling 8× Upsampling

Method PSNR↑ LPIPS↓ FID↓ FVD↓ MUSIQ↑ PSNR↑ LPIPS↓ FID↓ FVD↓ MUSIQ↑ PSNR↑ LPIPS↓ FID↓ FVD↓ MUSIQ↑

Ku
br
ic
4D

-1
6

3
RG

B
+
1
ev

en
t

Per-scene optimization

4DGS 12.76 0.627 194.30 1144.44 37.35 12.25 0.627 196.83 1192.77 36.78 12.01 0.633 320.85 2237.50 36.74

SFS 15.93 0.695 192.92 1150.29 32.56 15.30 0.695 200.68 1184.41 32.10 15.05 0.655 213.93 1469.48 34.73

SoM 12.39 0.534 234.73 2190.14 39.85 12.21 0.574 241.41 2633.56 42.04 11.99 0.598 245.80 2669.30 36.74

D-FUSE
(Ours)

20.03 0.234 30.89 342.21 64.77 19.64 0.241 31.72 359.67 64.65 19.28 0.251 34.53 381.91 64.57

Ku
br
ic
4D

-1
00

1
RG

B
+
1
ev

en
t

Feed-forward NVS
FILM
+ GCD 14.11 0.496 82.33 1481.29 50.48 13.74 0.555 91.42 1503.50 48.56 13.55 0.595 91.81 1567.03 45.57
FILM
+ MoVieS 9.67 0.713 139.43 1367.71 57.12 9.50 0.714 140.13 1378.98 57.23 9.42 0.716 61.36 983.35 57.10
FILM
+ TC 12.94 0.401 50.63 953.55 68.05 12.04 0.466 60.40 975.05 68.12 11.94 0.567 61.36 983.35 67.96

D-FUSE
(Ours)

15.60 0.378 19.81 89.99 66.30 15.47 0.385 20.19 96.50 66.17 15.57 0.389 19.28 292.40 66.06

5 Evaluation
Datasets and Metrics. We evaluate D-FUSE on both synthetic and

real-world data. For synthetic, we use the Kubric4D [Greff et al. 2022;
Van Hoorick et al. 2024] test set (100 scenes, 16 views, 33 frames)
and simulate events from the RGB videos with V2E [Hu et al. 2021].
Events are kept at their native rate while RGB is subsampled to
1/2, 1/4, and 1/8 of that rate. The output video is sampled at the
full event rate, so the three settings correspond to 2×, 4×, and 8×
RGB upsampling. Since per-scene optimization baselines require
multiple RGB views and are expensive to train, we evaluate them
on a 16-scene subset (Kubric4D-16) with 3 RGB views and 1 event
view, which creates challenging sparse viewpoint coverage; feed-
forward diffusion baselines are evaluated on the full 100-scene set
(Kubric4D-100) with 1 RGB and 1 event view. We report D-FUSE
under both setups. Since no existing real-world benchmark provides
multi-view RGB+event captures of dynamic scenes, we collect our
own real-world data: three dynamic scenes recorded with an RGB
and event camera rig (RGB at 30 Hz, events at the native sensor rate),
evaluated at an 8× upsample rate.We report PSNR and LPIPS [Zhang
et al. 2018] for visual fidelity, FID [Heusel et al. 2017] and FVD [Un-
terthiner et al. 2019] for perceptual quality at the frame and video
levels, and MUSIQ [Ke et al. 2021] for reference-free perceptual
quality.

Baselines. We compare D-FUSE against two categories of novel
view synthesis methods. (1) Per-scene optimization: 4D Gaussian
Splatting [Wu et al. 2024] (RGB only), SensorFusionSplatting (SFS)
[Zou et al. 2025] (RGB + event), and Shape of Motion (SoM) [Wang
et al. 2025] (RGB + depth + scene flow). (2) Feed-forward NVS: the

regression-based MoVieS [Lin et al. 2026] (RGB only), and two gen-
erative methods, Generative Camera Dolly (GCD) [Van Hoorick
et al. 2024] (RGB only), and TrajectoryCrafter (TC) [Yu et al. 2025]
(RGB only) as the state-of-the-art. Since these feed-forward base-
lines assume uniformly sampled RGB inputs, we first upsample the
subsampled RGB stream to the event rate using FILM [Reda et al.
2022], a feed-forward RGB frame interpolator, and feed the result
into each method. This two-stage pipeline is the closest available
proxy for asynchronous multi-sensor NVS. Details of the baseline
implementations and evaluation are in the supplementary material.

5.1 Results and Discussion
Synthetic Data Results. Quantitatively, Table 1 reports Kubric4D

metrics, with the top block evaluating per-scene optimization on
Kubric4D-16 (3 RGB + 1 event) and the bottom evaluating feed-
forward methods on Kubric4D-100 (1 RGB + 1 event). D-FUSE out-
performs every baseline on PSNR, LPIPS, FID, and FVD across all
three asynchrony levels (RGB at 1/2, 1/4, 1/8 of the event rate).
Firstly, on Kubric4D-16, D-FUSE improves PSNR by ∼4 dB over the
strongest per-scene baseline (SFS), while SFS and SoM both fail to
fuse the multimodal inputs under such sparse views. Secondly, our
metrics are largely stable as the RGB stream is subsampled, with
PSNR dropping only ∼0.75 dB on Kubric4D-16 and staying essen-
tially flat on Kubric4D-100, confirming that the native-rate event
stream compensates for missing RGB frames. Thirdly, among feed-
forward baselines, FILM+TC scores ∼2 points above us on MUSIQ
but trails by ∼3 dB in PSNR with an FVD of ∼950–985 against our
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∼90–290, producing visually crisp yet geometrically and temporally
inconsistent renderings.

Qualitatively, Fig. 8 shows the visual comparison, with visualiza-
tions of the camera poses of RGB, event cameras, and novel views.
In the top, view 1 evaluates at input RGB cameras, and views 2–4
are all novel. D-FUSE stays sharp and robust to geometric changes,
while SFS produces blur and color-bleed artifacts and SoM leaves
unseen regions as a white background. In the bottom, view 1 is the
event camera, probing color information learned across modalities.
D-FUSE remains consistent and photorealistic everywhere, whereas
GCD is incoherent across views and frames, the non-generative
MoVieS leaves unseen regions as large black holes, and TC fills
holes with clean visuals yet loses scene dynamics, with objects hov-
ering in the air across frames. We provide additional frame-by-frame
comparison of D-FUSE and ground truth in supplementary material.

Real-World Data Results. In Fig. 9, we evaluate on three real-world
scenes captured with our RGB-event rig. In the top scene, GCD fails
to generalize to the new views and produces blurry renderings.
MoVieS and TC incorrectly reconstruct the scene geometry, produc-
ing large ghosting artifacts across views and frames. In the middle
scene, GCD again produces blurry renderings, while MoVieS re-
constructs the geometry better but suffers from large holes and
artifacts. TC produces sharper renderings but creates unrealistic
filling content. In the bottom scene, we present a real-world appli-
cation analyzing the flight behavior of a hummingbird hawk moth,
and we compare against TC, the most competitive baseline. The
results show that D-FUSE produces more visually coherent appear-
ance and motion, while TC produces artifacts in appearance and
inconsistent motion. Overall, all baselines struggle to interpolate
the dynamic motion because they cannot exploit the dense temporal
information that event cameras provide, while D-FUSE effectively
leverages the event stream and fuses it with the RGB stream to pro-
duce sharper and more consistent renderings. Overall, our approach
demonstrates robust alignment and fusion on both synthetic and
real-world data, including challenging scenarios involving fast mo-
tion, sparse viewpoints, and noisy in-the-wild captures. We observe
that reconstruction quality remains high when the target views lie
within or near the region spanned by the training camera views,
while it degrades as the target viewpoints move farther outside this
region. Additionally, scenes containing repetitive textures under
motion (e.g., a rotating checkerboard) can introduce reconstruc-
tion errors. Additional visualizations of indoor and outdoor scenes,
and discussion on failure cases, are provided in the supplementary
material.

6 Ablation Study
We conduct a comprehensive ablation study to analyze the impact of
various design choices of ProbRoPE on the performance of asynchro-
nous input alignment. We focus on the following variants: (i) RoPE;
(ii) RoPE with physical timestamps; (iii) Uniform Probability;
(iv) Gaussian Probability; and (v) Learned Probability.

We first conduct a 1D synthetic verification of the five temporal
encodings using a random mixture of sinusoids as the ground-truth
data. The measurement data is simulated by downsampling the
ground-truth and adding random Gaussian noise. We then use a DiT

Table 2. MSE Error in Interpolation of 1D synthetic data. We present the
MSE error of the interpolation of 1D synthetic data with different temporal
encodings. 𝑘 represents the subsampling factor. Best per column in bold. The
results show that ProbRoPE with learned probability modulation achieves
the best performance across all subsampling factors, demonstrating its
superior ability to handle aliasing effects and reconstruct high-frequency
signals.

Encoding 𝑘=2 𝑘=4 𝑘=8

RoPE 0.140 0.451 0.862
RoPE with timestamps 0.004 0.015 0.443
ProbRoPE (Uniform) 0.003 0.025 0.447
ProbRoPE (Gaussian) 0.004 0.035 0.446
ProbRoPE (learned) 0.003 0.009 0.439

conditioned on the measurement data to recover the underlying
ground-truth, and report the reconstruction errors in Table 2. The
learned ProbRoPE outperforms all other variants in interpolation,
demonstrating its superior ability to reconstruct high-frequency
signals. Detailed implementation and analysis of the 1D synthetic
verification are provided in the supplementary material.

We evaluate the performance of each variant in our multimodal
multi-view setup. We train each variant on the data of Bai et al.
[2024] for 1.6k iterations and evaluate its performance every 320
iterations. The results are summarized in Fig. 6. Gaussian and Uni-
form perform on par with or even worse than standard RoPE. This
indicates that fixed, predefined distributions fail to characterize the
correct temporal distribution. In contrast, Learned modulation pro-
gressively pulls ahead and achieves the best final performance. We
attribute this to its ability to learn the temporal distribution from
data, rather than committing to a hand-designed distribution, which
is critical for handling the heterogeneous temporal distribution
induced by different sensors.

While ProbRoPE outperforms others on frame-averaged visual
quality metrics, these scores do not fully capture how ProbRoPE
addresses the temporal asynchrony inherent in dynamic motion. To
probe this directly, we compare ProbRoPE against standard RoPE
on a motion tracking task on a held-out scene from Bai et al. [2024].
As illustrated in Fig. 7, the scene features fast arm-waving motion
and distinct RGB, event, and novel viewpoints, where RGB has a
1/8 temporal resolution compared to the event stream. We generate
novel-view videos with 8× temporal interpolation from both Pro-
bRoPE and RoPE, and apply TAPIR [Doersch et al. 2023] to track
the subject’s right hand across the ground-truth, ProbRoPE, and
RoPE videos, shown as red curves in the figure. The results show
that RoPE lifts the arm too early and lowers it spuriously, with a
looping trajectory that fails to capture the held-up pose. In contrast,
ProbRoPE closely follows the ground-truth hand position across
all sampled timesteps, with a smooth trajectory that faithfully cap-
tures the arm-waving motion. Table 3 reports the RMS error of the
tracked hand position against the ground truth, showing that Pro-
bRoPE reduces the absolute position RMS from 60.01 to 8.01 pixels
and the motion-relative RMS from 83.07 to 7.78 pixels, confirming
that ProbRoPE more faithfully represents the temporal structure of

SA Conference Papers ’26, December 01–04, 2026, Kuala Lumpur, Malaysia.



8 • Zou, Liu, Lian, Thadishetty, Chakravarthula

ProbRoPE Gaussian Uniform Physical Time RoPE

PSNR↑ FID↓ FVD↓

Fig. 6. Ablation study of ProbRoPE variants on training convergence. We
compare the PSNR/FID/FVD convergence during training of RoPE [Su et al.
2024], RoPE with physical timestamps, and three variants of ProbRoPE
(uniform, Gaussian, and learned). We evaluate every 320 iterations over
1.6k training iterations. The learned probability ProbRoPE progressively
outperforms the other variants and baselines, demonstrating that learning
the temporal distribution of each token effectively models the asynchrony
of multimodal inputs.
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Fig. 7. Point Tracking Comparison between ProbRoPE and RoPE [Su et al.
2024]. We render a novel view of a person waving her arms with ProbRoPE
and RoPE, and run an off-the-shelf 2D point tracker to follow the subject’s
right hand. We visualize the input RGB, events, and camera poses on the left,
and novel-view frames for ground truth, ProbRoPE, and RoPE on the right.
The red trajectory shows the tracked 2D hand positions over time. ProbRoPE
successfully synthesizes a temporally coherent video that resembles the
ground-truth hand motion, while RoPE leaves the hand too early and lowers
the hand spuriously. This demonstrates that ProbRoPE effectively models
the temporal asynchrony of multimodal inputs and faithfully captures the
temporal structure of dynamic motion.

asynchronous multi-sensor motion, which is critical for accurate
reconstruction of fast dynamics.

Table 3. RMS Errors of Point Tracking of ProbRoPE and RoPE.We evaluate the
RMS error of 2D point tracking of the subject’s right hand in a novel-view
video rendered by ProbRoPE and RoPE, compared to the ground-truth video.
We report both the absolute RMS error and the motion-relative RMS error.
The results show that ProbRoPE significantly reduces the tracking error
compared to RoPE, demonstrating that ProbRoPE more faithfully captures
the temporal structure of asynchronous multi-sensor motion.

Method Abs. RMS↓ (px) Motion-rel. RMS↓ (px)

RoPE 60.01 83.07
ProbRoPE (Ours) 8.01 7.78

7 Conclusion and Future Work
In this work, we presented D-FUSE, a feed-forward video diffusion
transformer for asynchronous multimodal sensor fusion and novel
view synthesis of high-speed scenes. Our key insight is that con-
ventional positional encodings introduce temporal aliasing under
asynchronous sensing, where measurements acquired over different
temporal intervals are forced into identical deterministic represen-
tations. To address this, we introduced ProbRoPE, a probabilistic
extension of rotary position embedding (RoPE) that represents each
observation as a distribution over its capture interval. This enables
effective alignment across viewpoints and sampling rates, allow-
ing D-FUSE to operate directly on asynchronous heterogeneous
measurements and synthesize temporally consistent novel views
without per-scene optimization. Beyond novel view synthesis, our
formulation opens a broader direction toward scalable and flexible
multimodal capture systems that do not rely on tightly synchronized
sensor arrays.

We demonstrated the effectiveness of our approach on both syn-
thetic and real-world data, including challenging scenarios involv-
ing fast motion, sparse viewpoints, and noisy in-the-wild captures.
While stronger geometric consistency, precise camera control, and
real-time rendering remain important directions for future work,
recent progress in large-scale 4D reconstruction priors [Xie et al.
2026], diffusion camera control [Li et al. 2025b; Yin et al. 2026], and
real-time diffusion models [Huang et al. 2025; Millon 2025] sug-
gests promising opportunities for extending our framework. We
believe asynchronous multimodal fusion will become increasingly
important for applications in robotics, AR/VR, world modeling, and
scientific imaging. We hope that probabilistic temporal representa-
tions such as ProbRoPE will motivate a broader shift from treating
sensor observations as deterministic timestamps to modeling them
as distributions over time.
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Fig. 8. Comparison on Synthetic Data.We compare the visual quality of the synthesized novel views on the synthetic dataset. The first row shows the input
RGB, events, and camera poses. The 2nd row shows the synthesized frames at the input RGB views for the top scene, and at the input event views for the
bottom scene. The 3rd to 4th rows show the synthesized frames across different novel views. The 5th to 7th rows show the synthesized novel-view frames across
different times. The baselines struggle to synthesize high-quality novel views. For per-scene optimization methods like SFS [Zou et al. 2025] and SoM [Wang
et al. 2025], they maintain reasonable quality at the input RGB views, but fail to synthesize high-quality novel views. For the feed-forward methods like
MoVieS [Lin et al. 2026] and TC [Yu et al. 2025], they either leave large occluded areas blank or produce unrealistic content filling. In contrast, D-FUSE
outperforms the baselines in visual quality and temporal consistency across views and time, demonstrating its effectiveness in synthesizing high-quality novel
views from RGB and event inputs.
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consistency across views and time, demonstrating its effectiveness in synthesizing high-quality novel views from RGB and event inputs.
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